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Statement of Problem 
In this project, we utilized machine learning techniques to enable a computer to recognize faces of 
different people. Automatic facial recognition is of great significance in artificial intelligence as it has 
widespread applications and has already been incorporated into software like iPhoto and security systems 
like surveillance cameras. The dataset poses challenges for face recognition as the intra-class variances 
aren’t very significant compared to the within-class variances in the dataset. However, this is often the 
case with real-life face recognition tasks. Another thing we are concerned about is the non-sufficient 
training samples (15) for each class, as each input vector is a high dimensional 960-length vector (p>>n). 
  
Objectives 
Since this is a classification (supervised learning) problem, our primary goal is to achieve a low 
misclassification rate on the test data. The dataset we work with has 15 classes, and a misclassification 
rate of 10% is considered to be satisfactory. We use misclassification rate to evaluate the classifiers’ 
performances, and the misclassification rate is defined by the total number of misclassified testing 
samples over total number of testing samples. A correct hit is defined as a successful classification of the 
image to the right person.  
We also want to compare different common classifiers (both neural network based and non neural 
network based) to find out which performs the best for the purpose of recognizing faces. The different 
classifiers we compared are: MLP network trained with Backpropagation(BP), LVQ, Multi-class SVM, 
PCA (dimension reduction)+LDA (classifier), and Naive Bayes. SOM is used to visualize the dataset for 
class boundaries.  
Before evaluating the network performance on test data, we ensure that different algorithms achieve 
similar performance on the training dataset. In this case, all the algorithms achieved a hit rate of 80% on 
training data before put into test. Here the test error is reported as the average of the test error rate given 
by 6-fold cross-validation. In 6-fold cross validation, we randomly partitioned our dataset into 6 equally 
sized folds, in which five folds are used for training and the leave-out fold is used for testing at any time.  
 
Technical Approach 
Dataset Description: 
The dataset consists of 15 different classes, which are 15 different people. In each of the 15 classes, there 
are: 

● Faces to the left, right and straight 
● Face expressions of angry, neutral, happy and sad 
● Faces with or without sunglasses 

Below is a subsample of our dataset for illustration: 
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Figure 1: a subsample of our face dataset 

 
Dataset Preprocessing 

1. The first thing we did with the dataset is to tease out the pictures that are not representative of the 
class. The looking-up posture (shown below) for each person doesn’t contain sufficient 
information for the face recognition task so we left them out. 

 
Figure 2: Removed outliers that are not representative of the faces 

2. To remove the external differences such as the illumination intensity, we scaled the pixel values 
of each image to lie within the range [0, 1] so that it won’t affect our classification process. After 
this step, each class is left with 18 pictures with combinations of different postures, expressions 
and w/o sunglasses. Among the 18 images of each class, 15 are used for training while the 
remaining 3 are for testing. 

3. We randomly split the dataset to 6 folds (5 for training and 1 for testing) and use the same folds 
for all the algorithms in order to ensure fair comparison.  

 
Machine Learning Algorithm 
- Self-Organizing Map (SOM) 
To visualize the structure in our dataset before feeding them into the classifier, we implemented 
Kohonen’s SOM. Since SOM involves both neighborhood cooperation and competition, topology of 
input space is preserved to the grid space, and therefore we are able to detect clusters within our dataset to 
visualize its structure.  
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We used 10 by 10 grid, 100 prototypes. The initial neighborhood size is 5, exponentially decreasing with 
learning step. The time constant ensures that the neighborhood size is around or bigger than 1 when the 
learn step reaches the maximum iteration. 
 
Below is a more detailed list of parameters we used for SOM. 

 
Table 1: Parameter Table for SOM 

 
We plot the density map (figure 3) that shows the number of samples mapped to each prototype (SOM 
doesn’t know the labels). Prototypes that have no sample mapped to are regarded as dead PEs. From the 
density map, we have the following discoveries: 

1. Class 2 and class 4 are mapped to the same prototype. To re-check our dataset, we visualized and 
compared two images, one from class 2 (left) and one from class 4 (right) (figure 4). The images 
are very similar to each other, and thus we think the similarity between the two people causes the 
overlap appeared in SOM density map. 

2. We also discovered that there are prototypes that belong to the same class but far apart on the grid. 
In some cases, there are dead PEs in the middle of prototypes that belong to the same class. We 
think that this is caused by the large within class variance. 

3. Apart from the non-separable clusters mentioned above, other prototypes are grouped nicely. 
Thus we expect our dataset to be classified quite accurately. 
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Figure 3: SOM density map 

 

 
Figure 4: similar faces from class 2 (left) and class 4 (right) 

 
Besides the density map of SOM, we also visualized the fence plot (figure 5) among learned weights, 
which, however, is not as straightforward as the density map in visualizing clusters in our dataset. 
Although we can see some clusters from the fence plot where darker lines indicate further distance, it is 
hard to visualize the 15 clusters that we expect to see. Two reasons may account for this problem: 

1. We use 100 prototypes to separate 15 clusters; the number of prototypes may not be sufficient 
enough. Possible solution is to increase the grid size of SOM. 

2. Curse of dimensionality exists in that each weight is a high dimensional 960-length vector, and 
thus the Euclidean distance is not sufficient or representative of the real distance between any two 
weights. Possible solution is to reduce dimensionality of input vectors, for example, using PCA. 



5 

 

 
Figure 5: SOM weight fence plot 

 
- Multi-layer Perceptron trained with Backpropagation 
We used Backpropagation (BP) to train a two-layer, feed-forward and fully-connected MLP Neural 
Network. The training parameters are shown in Table 2. In BP, a randomly selected input pattern is 
propagated forward until activation reaches output layer. The errors obtained at the output layer are 
distributed in proportion to each hidden processing element (PE)’s contribution to the errors. The weights 
of the PEs are updated using the distributed errors and gradient descent at each iteration.  
 
Note that we used two different error measures in BP. We used formula (1) to decide when to stop 
learning and the misclassification error rate to evaluate the trained network’s performance. 
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Table 2: Parameter Table for BP 

 
Figure 6 and Table 3 shows the learning history and the classification results for BP respectively. As 
Figure 6 shows, in some of the folds, the network was over-trained. Therefore, we always stopped the 
training before it is overt-rained, which is where the vertical purple line was.  
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Figure 6: Learning History for BP 

 

 
Table 3: Classification Results for BP 

 
- Learning Vector Quantization (LVQ) 
We also used LVQ1 to classify the test samples. LVQ1 is Winner-take-all Hebbian based learning and it 
consists of two layers. There is a set of prototypes that have the same dimension as inputs and are 
randomly assigned to different classes of the inputs. In the first layer, the competitive layer, a prototype is 
selected as a winner if it is the closest to the input pattern. Then in the second layer, the weight of the 
winner prototype is updated according to the following principle: if the winner and the input pattern 
belong to the same class, then move the winner closer to the input; otherwise, move the winner farther 
away from the input. 
 
Table 4 is the parameter table for LVQ1. Currently we have 240 prototypes while previously we tried 60. 
Because there are 15 classes, which means that each class would get 60/15 = 4 prototypes on average, it 
turned out that some classes weren’t even assigned to any prototypes. Therefore, it was necessary to 
increase the amount of prototypes and we choose to use 240 prototypes. 
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Figure 7 shows the classification result for LVQ1. All the six folds of cross validation have similar results 
and we just show the result of one fold in the plot. We sorted the training and test samples according to 
their class labels. In other words, the first 15(3) samples belong to the first class and the second 15(3) 
samples belong to the second class and etc. As a result, we expect to see a staircase if all the samples get 
classified correctly. However, four classes (the 2nd, 3rd, 6th and 11th) were misclassified and the 
misclassification rates for both training and test data are 4/15 = 0.237. 
 
The result from LVQ1 is consistent with that from SOM. Figure 3 shows that samples from the 2nd class 
are mixed with those from the 4th class in a prototype and in LVQ1, some of the samples from the 2nd 
class are misclassified to Class 4. Additionally, Figure 3 shows that the samples from the 6th class get 
mapped to prototypes far away from each other; similarly, in LVQ1, the samples are misclassified to 
other classes.  

 
Table 4: Parameter Table for LVQ1 

 
Figure 7: Classification Result for LVQ1 
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- Principal Component Analysis (PCA)+Multi-class Linear Discriminant Analysis (LDA) 
For high dimensional dataset like this (960 features for each sample), PCA is usually needed before any 
classification. High-dimensional dataset usually has a lot of noisy variables. Doing dimension reduction 
not only speeds up the classification, but also improves the classification accuracy. In this example, we 
reduced the dimensionality from 960 to 60. 
 
LDA is a linear classifier. It tries to find a hyper-plane that maximizes the between-class variance while 
keeping the within-class variance small. However, LDA, in itself, only works for binary classification. 
For this reason, we use the one-against-the-rest technique to get around it.  
 
LDA can also be used for dimension reduction where it finds linear combinations of variables that best 
explain the data. The new combinations can be plotted and are called fisherface. 
In this case, I plot the first four fisherfaces and they are very intuitive. It successfully picks out the three 
most significant postures in the dataset (looking to the right/left/straight).  
 

 
Figure 8: Fisher faces 

 
- Multi-class Support Vector Machine (SVM) 
SVM is a maximum margin classifier. Of all the linear hyper-planes that can be used to separate the two 
classes in the training set, the one that is the furthest to the outliers in both classes is picked out and used 
as the class boundary for the new test data. Similar to LDA, it only works for binary classification. Thus 
one-versus-the-rest technique is again used for each pairwise classification.  
 
In this case, we used linear kernel (dot product) and the number of support vectors is between 25-35. In 
Matlab, this number is controlled by the soft margin slack variable, which is set to be 1 in this case.  
 
- PCA + Naive Bayes 
Naive Bayes assumes prior probability and feature independence. The prior probability we used here is 
Gaussian distribution. The data is classified to the class with highest posterior probability so that both the 
prior probability and the likelihood are taken into account. The basic idea follows from Bayes’ rule where 
the prior probability is assumed and the likelihood can be obtained from the training set. In this way, the 
posterior probability can be computed and the class that gives the highest posterior probability is the one 
the test data should be assigned to. 
 
Model Assessment 
- K-fold Cross Validation 
6-fold cross validation is used to accurately assess and compare the classifier performance. We try to keep 
the training error as close as possible for a fair comparison. However, the training error for LVQ cannot 
be lowered to the same level as other classifiers. In 6-fold cross validation, we used our pre-determined 
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splits for each class for all the algorithms. Each split takes turns and becomes the test set while the other 
five become the training set. 
 
Results 
Below is a table showing the training and test error from each algorithm. Aside from LVQ1, all other 
algorithms have achieved low misclassification error and can be considered successful. 

 
Table 5: comparison among different classifiers in terms of training/testing errors 

In terms of convergence speed, LVQ1 is the slowest with all other algorithms close in speed. 
 
Discussion & Possible Improvement 
• BP is the most robust and efficient and performs well. Of all the algorithms we tried, we think BP 

works the best. With only 8 hidden PEs, it has achieved very good performance.  
• SOM and LVQ have similar problems that correspond well, as discussed before. 
• Consider including feature extraction to accommodate larger dataset and achieve more accurate 

classification. Since in this example we only have 15 classes and each image is of quadratic 
resolution, the classification can proceed rather smoothly without any feature extraction. However, 
if this is not the case, feature extraction becomes necessary since it can pick out the most salient 
features of each class to achieve better classification. 

• Include Parameter Tuning. We didn’t do any fine tuning for learning parameters so some algorithms, 
such as SOM and LVQ1, may be tuned to achieve better performance. If we were to have more 
samples for each class, we might consider leave out a separate validation dataset for tuning purpose. 
However, it’s worth noting that we have completely different sets of parameters for SOM and LVQ1 
while they have consistent results. It’s likely that LVQ1 cannot achieve low misclassification rate 
because the class labels of the data are not consistent with the clusters of the data. 

• Hard to handle high-dimensional data. One problem that persists across all the algorithms is the 
visualization and handling of high dimensional data. Currently, we can only use SOM to visualize 
the dataset.  

• Performance discrepancy between BP and LVQ: To our surprise, BP achieves almost zero 
misclassification rate while LVQ1 doesn’t. The fact that there are only 8 hidden PEs (including bias) 
in BP implies that the data structure allows us to classify the samples correctly and easily. However, 
the results from both SOM and LVQ1 shows that over 100 prototypes cannot cluster the data in a 
way consistent with the class labels of the data. Although BP is able to achieve low misclassification 
rate, its training error (Formula 1), as shown by Figure 6, is pretty high. One possible explanation is 
that there is a decision-making process (e.g. determine which class the input patterns belong to by 
choosing the output index whose value is the maximum) in BP that enables BP to achieve low 
misclassification rate.  

 



11 

Reference 
[1] Tom Mitchell, School of Computer Science, Carnegie Mellon University 

[2] P Parveen et al, “Face Recognition Using Various Classifiers”, IEEE International Conference on 
Tools with Artificial Intelligence, 2006 

[3] Matlab Neural Networks Toolbox 
 
Appendix 
All the codes are included in the text file uploaded along with this report. 
 
 


