
Image Classification with Feature Descriptors 
Xuaner Zhang 

Electrical Engineering 2015’ 
 
 
Overview: 
In the first part of this project, I trained images by searching for their feature descriptors 
and building up clusters that could best represent particular classes. By matching feature 
vectors of each test image with the cluster of the training dataset, test images are classified. 
 
In the second part of this project, since some calculations and implementations in part 1 are 
too time-consuming to deal with large number of training image sets, I’m searching for 
faster ways to achieve more efficient image classification. In this particular project, I tried to 
reduce the number of total features and implement the vocabulary tree. 
  
Part 1. Bag of Features Classification with SIFT Descriptors 
 

• Training Phase: 
Get the feature vectors: 
SIFT (Scale-Invariant Feature Transform) is used to find feature vectors of an image. Here 
I installed VLFeat open source library for MATLAB. The command ‘vl_sift’ could return 
128-element (4*4 array, each with 8 orientation bins) SIFT feature vectors for each image, 
with input image data being gray-scaled and single. 
* Considering the long time to calculate for clusters, I thought about normalizing the 
feature vectors into unit length for faster implementation. But a rising counterpart is that 
the precision of feature vectors could be lowered since some too small values are treated as 
zeros. 
* I think the key solution is to reduce the size of feature descriptors. We could either reduce 
the number of feature descriptors (which I tried to implement in part 2) or the 
dimensionality of representing each feature vectors (In other words, instead of using 128-
element to represent each feature vector, we could implement a lower dimension 
representation. This is similar to how PCA-SIFT worked out.) 
 
Get the 1000 clusters: 
To build a 1000 cluster for the training images, k-means clustering algorithm is used. K-
means only deals with data type ‘double’. Instead of using the default distance algorithm 
‘Euclidian Distance’, I changed to faster algorithm ‘City block’ since it’s not necessary to 



know the exact distance of point-to-cluster-centroid when we are minimizing its sum to get 
the optimal cluster locations. And ‘drop’ is used when there is an empty cluster. 
Instead of using the default 100 iterations, I reduced to 60 iters and MATLAB warns that 
the result is not able to converge. I then put the resulting Cluster centroids (got from 60 
iterations) into kmeans again, as starting locations to run another 20 iterations and found 
that the returning cluster locations don’t vary much. Thus I think this could be an 
acceptable cluster optimization to use. 
 
* When using kmeans to find the cluster locations, its starting points could be a way to 
enhance the accuracy. Instead of asking MATLAB to randomly generate initial locations 
for clusters, we could input a number of cluster locations that are far enough and be able to 
distinguish from each other. To do this, I sort the distances of each pair of feature vectors 
in an increasing order. With a specific distance interval that could give me my desired 
number of feature vectors, I got a more preferable set of initial clusters that are 
distinguishable from each other and could return me a more accurate optimal clusters. 
 
Initializing manually: 
 [AIDX,AC,Asumd,ADis] = 
kmeans(rsum_d,1000,'distance','cityblock','emptyaction','drop',’maxiter’,20,’start’,C
); 
 

Since IDX is the cluster assignments for each feature vector, histograms of 1*1000 cluster 
bin could be drew for each class. In this way we could see a feature distribution for each 
training class and these histograms will be used to compare and match for later tests. 
 
* There is also a function in VLFeat: vl_kmeans that could return clusters. And it has an 
input algorithm option ‘ELKAN’, which is said to be the accelerated version for 
optimization. However the documentation doesn’t explain how ELKAN is implemented. I 
tried to use vl_kmeans and found that there is only a small difference from the result of 
using kmeans. (Both using ‘City block’ for distance calculation) 
 
These are histograms for the three reduced training classes using kmeans and vl_kmeans: 
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Since shapes and main feature locations are really similar, it’s reasonable and achievable to 
use this faster algorithm vl_kmeans to get the feature distributions.  



Threshold: 
Distance threshold gets rid of useless feature vectors such as features in the background that 
don’t contribute to classifications. To find the scale of the distance, I search for the mean of 
all distances (distance between each feature vector and each cluster) and found it to be 
approximately 3500. I then set 4500 to be the threshold and any feature vector that has a 
distance with its allocated cluster more than that will be discarded, since a feature vector 
that is far from its assigned cluster indicates that it’s far from all other clusters and is very 
likely to be in the background. The filtered useful feature vectors are then used to build 
histogram for each training class. 
* Thresholding is really important in this process. Initially without setting a threshold value 
to discard useless feature vectors, I got low test accuracy for the Buddha class test. 
 

• Testing Phase: 
 
For each testing image we use the same method vl_sift to get its feature descriptors. After 
the same method of thresholding as is done in the training part, filtered feature descriptors 
are used to set up a histogram for each image. 
 

   ß A histogram of test image 1 
 
When assigning feature vectors to testing cluster, MATLAB command knnsearch is used. 
knnsearch(X,Y) finds the nearest neighbor of Y in X and returns its index and distance. 
Thus we could also use this method to find the most similar (with the minimum distance) 
histogram/feature distribution in training sets for each image’s histogram/feature 
distribution. 
 
 
 



This table is the result of accuracy I got from training: 
 
Classes Buddha Butterfly Airplane 
Buddha 85.71% 0% 14.29% 
Butterfly 40% 60% 0% 
Airplane 6.25% 0% 93.75% 
 
The result shows that there are few common features between butterflies and airplanes, so 
that no errors between them. Airplane and Buddha are easier to train since they have 
relatively small number of features comparing to those of butterflies. The number of 
features of butterflies is really large that a 50-image training set is not enough to do 
classification, thus the accuracy of butterfly classification is only about 60%, the lowest 
among the three. 
 
  



Part 2. Algorithm Implementation Revised 
 

• Training phase 
 
Total 25 classes of training images give me about 820000 feature vectors. According to part 
1 where 120000 feature vectors require 1000 clusters, the expanded training set needs about 
8000 clusters. This will take forever if we still use kmeans directly. 
Both reducing the dimensionality of feature descriptors and speeding up the cluster 
algorithm could revise the time-consuming classification. 
 
Speeding up the cluster algorithm: 
Scalable recognition with a vocabulary tree: 
Vocabulary tree for scalable recognition is a hierarchical method that aims at speeding up 
the cluster algorithm to make the recognition process run faster. 
Its salient features: 
1) No changes in original feature vectors. 
2) No operations in the high-dimensional feature space. So that it’s preferable when 

dealing with millions of images. 
 
To implement this method,  

• First I determine the number of levels needed to get the 8000 clusters. Since 8000 = 
20*20*20, I think it’s preferable to use 3 levels with each node having 20 branches. 

• After assigning each feature vectors to one of the initial 20 clusters, all features that 
belong to Ci (i=1,2…20) will be assigned to another 20 clusters, which form the 
second level of 20*20 = 400 clusters in total. Same way for the third level that gives us 
20*20*20 = 8000 clusters finally.  

* For both training and testing, I only use the final 8000 clusters in the third level to 
perform 1*8000 feature distribution bins. 
* Calculating 20 clusters per time is really fast. Even if we have to calculate 
1+20+20*20=421 times, it’s way more efficient than calculating 8000 clusters at one time. 
• The assigned value for each of the 8000 clusters is determined by the number of 

feature vectors that finally reach it. I let each of the 25 classes of feature vectors go 
through the vocabulary tree and each returns me a 1*8000 vector of feature 
distribution. Then I put feature vectors of each test images (292 times in total) into 
the tree and let it give me back a 1*8000 feature distribution. 

• Comparing each of the testing feature distribution with each of the 25-class training 
feature distributions and find the two with the minimum difference. 



Building the vocabulary tree could speed up the calculation of clusters but the big number 
of feature vectors is not reduced. To do further improvements on the algorithm, I also tried 
to reduce the total feature vector dimensionality. 
 
 
 
 
Reducing the dimensionality of feature descriptors: 
Some classes, like grasshopper and cactus, have hundred thousands of feature vectors while 
classes like airplane only have about 4000 feature vectors. This big difference in numbers of 
feature vectors may cause a problem when searching for clusters: there is a bigger possibility 
to have a cluster that belongs to the grasshopper class than the airplane class. (There is also 
a probability that none of the clusters is of the airplane class). To fix this problem, I tried to 
reduce the number of feature vectors for each class to a similar size.  
For each class I did this manually by 1) finding different number of clusters within a 
training class and 2) setting different distance threshold to get rid of the useless background 
feature vectors. 
For example, for the grasshopper class, it initially has 90000+ feature vectors. To reduce the 
number of feature vectors to about 10000: 

• I first use kmeans to get 1000 clusters. (number of clusters is different for each class 
depending on the number of its total feature vectors)  

• Get the distance between each of the feature vectors and its assigned 
cluster, if the number is > threshold value (which is estimated based on the 
average distance between feature vectors and their associated clusters), then 
we discarded that feature vector, which is possibly in the background. 
After scaling the number of feature vectors for each class, I’m able to get a 
total descriptor of nearly 250000+ (instead of 800000+) in total, with each 
class having about 10000+ useful feature vectors: 
 
This is the number of reduced feature descriptors for each training class. 
Advantages of doing this are that 1) clusters will be more able to include 
features in every training class. 2) It will be more efficient to deal with fewer 
feature descriptors in later calculations. 
 
Then I put the reduced total feature vectors into my vocabulary tree to form 
feature distribution bins for each class. I changed the number of clusters 
needed for each level from 20 to 14 since as the total descriptors reduced, 
the number of clusters has to be reduced accordingly. 2000~3000 is a 
reasonable range for the total clusters needed when total feature vectors is 



approximately 250000. (I chose 14 since 14^3 = 2744). Thus this vocabulary tree has three 
levels and each node has 14 branches. There are 2744 final leaves in the last level. 

• Testing phase: 
 

After getting all feature vectors for each test image, I used knnsearch to find the most 
similar/nearest cluster for each vector and formed a feature distribution bin for each test 
image. 
Then I used knnsearch again to compare each testing bin with the 25 training bins and got 
the result of image classifications. 
I also found that there is a built-in function, which is really similar to the vocabulary tree 
method in the VLFeat library: vl_hikmeans.  
[TREE,ASSIGN] = vl_hikmeans(DATA,K,NLEAVES); 
K is the number of branches and NLEAVES is the number of clusters at the final level. In 
this case, I set K to 7 and NLEAVES to 2000. 
I ran both this built-in function and the method I implemented myself and compared the 
results. I found that vocabulary tree is much more efficient in doing classification. 
For 3 training classes in part 1 completion time > 2 hrs 
For 25 training classes in part 2 completion time < 10 mins 
 
Below are two 25*25 tables of my results. The first one is got from my vocabulary tree and 
the second one is got from vl_hikeams. The results are quite similar in both accuracies and 
the number of classes that could be identified. 
In both tables, we could see a big probability of errors to classify an image as class4 
(binoculars) and class16 (helicopter). This means that when we used kmeans to find 
clusters for the total feature descriptors, a cluster is more likely to be chosen from one of 
these two classes. 
For those particular classes with high accuracies, 

1) Classes like guitar, computer keyboard, motorbikes and binoculars: their training 
images have almost blank background so that most of the feature vectors are useful 
for identification. 

2)  Class like leopard has obvious and unique feature vectors that could make it easier to 
be identified. 
 

For those classes with zero accuracies, 
Classes like people, billiard and cake: their training images have complicated background 
and environment so that there might be a lot useless feature vectors even if I used threshold 
to discard some. For these classes, we probably need more training images to do 
classification.  



 
 

 
 
 
 
  
 
 
  
  

Result	  got	  from	  self-‐implemented	  vocabulary	  tree	  (average	  accuracy	  ~	  20%):	  



  
Result	  got	  from	  vl_hikmeans:	  



A brief comparison between different methods for improvements: 
 
PCA-SIFT: PCA-SIFT only changes the last step of SIFT method when finding feature 
descriptors. PCA-SIFT reduces feature vector dimension from 128 to 20~30. I initially 
tried to implement this method but found it not very efficient, especially when calculating 
covariance matrices. Although the descriptor length is reduced, the total number of feature 
vectors is still too big for matrix calculations to run fast.  
 
SURF: SURF runs faster and more efficient than PCA-SIFT. It is achieved through image 
convolution for integral images. 
 
VF-SIFT: a method that’s based on SIFT and is implemented by extending feature vectors 
by a few pair of independent angles. Cluster assignments will be calculated faster since 
feature vectors are assigned to clusters by comparing those introduced angles. 
 
VOCABULARY TREE: I think that vocabulary tree is a preferred method to do 
classification. It doesn’t change the original feature vectors and there is no need to do 
operations within the high dimensional feature space. The negative part about this method 
is its tedious re-ranking. 


